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1Sound

1Multimedia input/output
—Computer Vision
—Speech

1Artificial Intelligence

— The state of the art

— Buzzwords: Neural Networks, Genetic Algorithms,
Fuzzy Logic

— Planning + Path-Finding in arbitrary domains

— Games and Robots




What i1s Sound

1 To humans, its what we hear
1 Physically it’'s compression waves In air

1 For speakers, It’s a signal varying voltage
over time

1 For computers it’s the same but digitalized
to a certain level of precision.




Parameters of digital sound

1 Sample Format
1 Sampling Rate
1 Channels




Sample Format

1 Precision of Integer used for voltage level
1 Unsigned 8 bit (old)

1 Signed 16 bit (common)

1 24bit, 32 bit (ultra hi-fi)

1 24Dbit Is the most you can currently use for

games
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Common Sampling Rates

1 8,000 Hz - telephone, adequate for human speech
% 11025 Hz - old games (Quake 1)
1 22050 Hz — medium-games (Quake 3)

1 44,100 Hz — current games, audio CD, also most
commonly used with MPEG-1 audio (VCD, SVCD,
MP3)

1 48,000 Hz - miniDV, digital TV, DVD, DAT, films and
professional audio
1 96,000 or 192,000 Hz - DVD-Audio, some LPCM DVD

tracks, BD-ROM (Blu-ray Disc) audio tracks, and HD-
DVD (High-Definition DVD) audio tracks

1 2.8224 MHz - SACD, 1-bit sigma-delta modulation
process known as Direct Stream Digital, co-developed
by Sony and Philips




Channels

1 Normally, one channel per speaker

i Mono = 1 channel

1 Stereo = 2 channels

1 Surround Sound: 3 or more channels




Surround Sound

The good thing about standards is
that there’s so many to choose
from...

6.1 (DTS-ES, DD-EX) 7.1 (DDP, DTS-HD)

The future holds...
...more speakers !
10.2, even 22.2




Sound-Synthesis

a Storing the full sound-wave used to be too big for
computers to handle.

1 Solution: store a higher level representation (e.g.
note-sheet w/ selection of instruments) and
synthesize the sound-wave just-in-time.

1 Midi is still alive.
1 Higher level representations are nice:
— They save space.

— They allow dynamic manipulation of contents.

— They sound better over time, as synthesizers
Improve.

1 Synthesized music can give your game an “old-
school” feel.




Sound Encoding Formats

1 AIFF - uncompressed audio
1 WAV - normally uncompressed

1 MP3 - compressed format, low cpu usage,
ubiquitous

1 (OGG) Vorbis - better compressed format,
low-ish cpu usage
1 \WMA - another 2nd generation format

1 Use libraries to load these files or you will
be sorry




Using sounds In games

1 Consider pre-loading / caching frequently
used sounds when you load your level
(probably the compressed version).

1 Most modern sound libraries now allow 3D
sound sources / listeners. They take care of
the dirty work.

1 SDL-Audio, and OpenAL are both free and
good!

1 FMOD EX Is even better, and free for non-
commercial use (otherwise $6k/game).




Multimedia Input: Vision

1E.g. Eye Toy

Tmele.- 51 _ Hits: 1




Vision

Image Processing vs. Computer Vision

Image
Acguisiticn

Preproce=sing Segmentation

Image processing domain: realm of iconic representations

Comput er wisiocn doamin: realm of abkstract represeatations

Regilcom .| ©Cbject _ | Image
Building Recognitiom Understanding

L

Scene
semantics

From scene to wision: the image processing - compubter wision paradigm




Step 1: Image Acquisition

For your games you need real-time video.

1 Don’t acquire a resolution/frame-rate that
you won't be able to process. Low latency
IS better than high qual. w/ dropped
HEIES]

1In Linux use e.g. video4linux or libdc1394
1In Windows: maybe DirectShow

1 Either way, at the end you will get a
pointer to an Image in memory.




Step 2: Pre-Processing

1 Correction of basic image parameters:
— Brightness, contrast, saturation, white balance
— If you can, do these conversions in-camera.




Step 2: Pre-Processing (contd)

1 Correction/calibration of coordinate frame:
— Lens un-distortion / Perspective Correction

— You need to map camera-coordinates to real
coordinates.

~0r games, you probably want to use the
nlane parallel to the CCD sensor, thus basic
ens un-distortion should be sufficient

— Otherwise, there are more sophisticated
models

1E.g. Tsai’'s model for camera calibration
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Most Basic Lens Distortion
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Barrel Pincushion
=rytkrgd where k; > 0 for barrel distortion and k,; < 0 for pincushion.
ry Is normalized distance of pixel from center of image to corner.
e.g. in a 640x480 image the point (320,240) would have r =0
and the points (640,480), (0,0), (0,480), (640,0) each have r =1

If this formula is insufficient, higher order terms can be used:

_ 3 5
r,=rg+hyrg+hyry




Color Spaces

1 RGB (Red, Green, Blue)

1 HSV (Hue, Saturation,
Value)

2 YUV (Y=Dbrightness,
U,V=chroma)

HSV

1 CIE LAB (most complete
model matching human
perception)

% For most tasks HSV or YUV
should be sufficient.




Color Segmentation

“Yellow” “Dark Blue”

1 You have your image In
memory

1 You can convert it to your
favorite color-space

1 Now you can label each color I
In the Image to a more “Undefinecr
meaningful representation.




Connected Components

1 Now that each pixel has been labeled, you can
extract “blobs” and get their center of masses +
bounding boxes.

1 Basically this is just a fast “flood-fill” algorithm

1 You can also filter out blobs which are too big/small
to be valid (or use other constraints).




The Eye-Toy Trick

1 Take a calibration image without any
human in the picture.

1 This can then be subtracted from the input
to filter out differences.




General Vision Advice

1 Avoid repetitive or redundant
computations (e.g. color-space
conversions)

1 Assume Mem Is cheap, computation Is
expensive: use lookup-tables.

1 Don’t undistort the entire image

— Run your segmentation on undistorted image

— Then only convert coordinates of result to
undistorted space.




There is (rnucn) e

B Color Segmentation Is one Kind of
segmem,gmom




Multirnedia Inout: Controls

E .. Nintendo Wi
E Coniroller Input mignt pe noisy:
— Use rmean over past r frames

— Use more complex filters which oredl Ct ex
Inoput, 2.q. Valman Filter or other B Jeryesiarn
Methods
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Multirnecial Input: Speecn

.. Garme Cupe Microprone
— *Marlo Party” detects olayer's words
E .. “now’, “snoot”, foneg”..."ten”

“araore Revolution Party” detects
plicn and judges Faraore apllities.




m,,_,.al e L Rt
Soeecrl Hecoyriton {
Can pe nard, deoending wnat your gozl Is. ‘

IT you only need o distinguisn a few rey-
words 1t's easy. Undersianding randorr

Wwords/sentences 1s nard,

Internzally, most S/SFSHJS 1se FVIMIS \

running on speciral analysis of voice

(FFT). ~—

~or a free resee r-110:

ntto:/lernusoninssourceforge.net/hirml/crmusphinsphg —
— ecasanaEl
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Slignily easier inan recogniilon. Hlowever,
silll not fully solved..
Lisien i rlomer Judley“ of Bell Laos *ine
Vocler” 193¢
Lisien to & rnodern syninesizer eaoout 70
years later \
Would pe nice in garmes.. T
— No need o nire volce actors

I————
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ALl

E Supproplerns: ‘
— Vision (Irnage processing & understarnding)

— Languzage (speecr recognition &
|

undersianding)
— Planning (Xnowing actions & consecuerices)
— Learning (learning & understanding new \
concepis)
—. e () T
— Executlon (acting in sorne dornzain)

B Al ofine apove carn ge argued (0 02—
corniriputing faciors to overd |




ALl Poasically solved™

B Sorne people argue computers can outtninl nurmens.

E True, for very specific tases.
E Tnis cniess game was groclaimed as a big ALl
preakinrougn..




cornolter “crieaied”

Chess The real
world
Observations Perfect (cheated) | Noisy Noisy
Execution Perfect (cheated) | Noisy Noisy
Goal-Space Discrete Continuous | Continuous
State-Space Discrete Continuous | Continuous
State Transitions Deterministic Probabilistic | Probabilistic

B =




The plg goal of ALl

Acnileving rlurnan Inielligence ‘

— Counter Argurnents are vague

Feal nurnans nave a “soul”, racnines don't

Heal nurneans nave “emotions”, meacnines don't

Boin of ine apove are usually refuied by *ine ropoi-

argurnert”

— All sclentlfic avidence Indics
rrinc 1s notning oui a vvomr

— All sclentific 2vidence Indicaiaes 't
orain s notning out a nio-chnernica
corrputer,

— We can emulate cornoutation, tnus we snould pe
c0le to ermulate the orain. —
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S0 Wy naver’'twe. ..

el ed 2 brain yet?
. We don't fully understand it (yet).
— We unrlﬂs'e nel ine low-level (neurons, cnernicel ...)
— We undersiand the nigh-level (regions of OrrlJrJ~le£J\/JF/ related to certalr

'I'f-IJI S

— Butwe nave no idea wnat's nagperning in oetweer

— Wrere/riow do oe s of neural activation forrn *thineing”,
“consciousness” eic...

— We are rérlH/J Ist sturnoling arouncd... goring Monkey-neurons aricdl
looxing at MRIs,
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— It's like reverse-engineering a processor frorn scraicr
)
s

ratit's | :arlmoo JIeE fully ernulate
re

S
2. We know enougn to know that |
Or] ar/ or todav's ¢ [l
tlorns on atomic level, Some rec e\

-ﬁ._

researcriers ever suggest ]ue iturn-effects mignt play 2 significant
role.

— Tnis siuff is Jm;arwl/ nercl to ernulate witn even Just 2 couple rguiernsmmm—
Try illions.. "




S0 wnat clo we xnow?
FLIN Facis aoolUttne oreirn.

Nelron switching Time: .001 secornds ‘
Nurnoer of Neurons: 1029

Connections per Neuron: 10%

SCere rec UHJFJO(J tirne: .1 seconds

100 Inferernice sieps doesn't seem like \

2rougr

-> nucrl parallel grocessing going or. T~
—

S
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(ANN@

B An approdrmation to wrat riurnearn rneurons ‘
clo.

E Sirmillarliles:
— Meiny switching units
— Marny welgnied Interconneciions

— Hlignly pareallel, distripuied (put normeally \
cornpuied oy using & serial algoriinrm). —
I————
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ANNS

Norrnally, ANNs nave ar Inout
lzwyer, one or rmore nidder Jrl./erg,
arc an outout layer.

Connectlons nave weligriis.

Neurons normally surn tne Input
ciric nave £ir) clLEI\/rlFJOﬂ tnresnold

pefore iney *fire”,
ANNs can pe trained 2.9, using

DeCKorooageaiion. —

Lois of cormnplesineory does

oSt - = =
e s



ANNs: sumrmery

| nput riolse
f meed to Krow now o solve tne groolerrn
E \Weaknesses:
— We needto find a good layout for encoding ine
oroglern [ iwealk neiwork struciure
— Slow o learrn \
— Solutlon s unintelligiole —
— Not very fasi to execuie (rem@mber We are
sirnulaiing parallel cornputaiiorn)

|
O
o
=
o
@
o

<

.

=

I

S

/7

A



Wriere ire ]n'tera ctlon of Orlfrlme 2rs s 1

0
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Geneilc AlJorlinms eLr.a.
Evolutlonary Algorlinms

E Sarmnple Genetic Algoriinrn;




G

erietlc Algorlinms: Surnrmery

— Can opilmize any «nds of pararmeters evern If
Jfffb local minirnea eic., ..
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— Evolutionary Searchn Process carl pe slow
— Not guaranized to find optimal solution
\
I -




O

\
oocl Idezi: Policies snould not be pinary ‘
functions
peacd: 1t's a puzzword! every field alreacly
Knew iris anywey,

[t's 2 synonyrr for: \

— Propabpilistic algorithrns

— Rezl-Valued conirol ineory T
—————

A



Plarining

E Planning Is a specialized ©ind o
E \We can plan anyining:

— Logistics

— Pains

— ACtions




Basic Planning Algoritnr

Pickup fror _table(u )
Pre: Block(n), Flandermpty,
Clear(n), On(p, Table)
Adcl: Flolding (o)

Delete: Handernoty, On(o,
Table)
Putdown_on_table(u )

Pre: Block(n), Flolding(o)

Add: Flandernpty, On(p, Taole) \

Delete: Holding(o)

I
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Enneariced Pain Planning

0 far we've used grid-pased planners

UW

~

sucr as A-Ster.
They work well...so wny boirier wiir
sormneining else?

N
/




Enneariced Pain Planning

E \We mignt nave dornains wnicri:
— Are very large
— Are not grid-pased

— Migni nave ¥inernzilc consirainis (2.9, a
rovirg car)
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Feaoldly Exploring Reandorn

(D

("

Trees
o far our pain-finding algorlinms nave
2r) cleterrministic (vvrmem In stone).
i's tare a propaollisiic approzcn (o pain-

finding.




FET: tne algoritngm

A very simple algoritnm:




HRET: oroperiles

E Not ogilrnal
— Whnat cdoes thnls mean?

E Prooaollisiic

/3
N

ically cormnpleta

/3
N

— Whnat does tnls mean?




T exploltation vs.
e/ ploration

ngrI pased planner we were zple o

tne trace-off petweearn neurisic and
| .
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FET: tne algoritngm

\

E Dezling witn frarme to frarme crnanges ‘
E Generally,
1. cnieck If grevious peain result stll works
2.1 not, replar

IT ves, you carn silll replan and see If you \

finc an evern snorter pain (rermemoer, RET

IS non-ogiirmel) T

R
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e T avolding “ilickering”

E Due to propaollisiic nailre, you migrii
optaln “flickering” petweern runs.

11

E Solutlon: plas your riew plan toweards
orevious planning resulis,




2R T ine algorlinm

E Silll, a very simple algoriinr:

or until we give up




Patr Srnootning

E If you don't nave to dezl with xinernatic
consirainis, tnis Is simple.
T i)

p—
U)

yLelft
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goal, irien go pacrwards. E.9.:




clffles
< arcl Ga
HOO0ts

o
000t
OW
L] 1)
2r Yo
W garnes ire; s
s o5, .,
fvou K e
e nly cdifferenc
20
E e




carn oe viewead as a lacdder of lan

—

sullding Big AllLs

LH

ﬁ')

/Ers

Uoper layers are slower, srarter, more

apstract

/

W

o

Sensors go up, pecorme more agsiract
tlons go cowr, pecorne more concrete

cafl Incorporaie muliiple agenis

at sorne neignt Jan

lower layers separaie for eachn agent
Y ,J | —
avers merge to forrn e tesrr)

narleger
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Earmnple:
FRoooCuo Smeall Size Leagu

E nito://www.cs.cru.edu/~rooosoccer/small/
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